Steerable Vision-Language-Action Flow Matching:
Multimodal Subgoal Prompting and
Runtime-Verified Execution

Sehaj Singh
Independent Research

2026, sehaj@example.com

Abstract—Generalist robot policies fail long-horizon manip-
ulation with deformable objects, unseen morphologies, and
chaotic dynamics because monolithic vision-language-action
(VLA) weights cannot compose across states they never saw.
We propose a steerable two-level hierarchy: a 3B+ vision-
language model decomposes a task into dense visual subgoals
(predicted keyframes + language steps), and a continuous-
time flow-matching action expert executes the segment between
consecutive subgoals at control frequency. The paper’s central
component is the Steerable Multimodal Conditioning (SMC)
layer — a gated adapter that injects human corrections, world-
model replans, and runtime constraint setpoints into the action
flow mid-execution, with a Gronwall-type bound certifying that
steering changes the executed trajectory by at most a computable
envelope (steering without jerks, by construction). Around the
loop sits a control-barrier-function (CBF) safety envelope: a
convex QP filter that certifies each action against joint, collision,
and contact-force constraints, admitting steerability only through
the verified tube. We define a pre-registered zero-shot protocol
on three chaotic benchmarks — cable untangling, textile folding
on shifting fabric, and adaptive tool use in clutter — holding
out entire morphologies, material regimes, and tool classes. We
specify the architecture, data pipeline (teleoperation + procedural
simulation + synthetic subgoal generation), baselines, ablations,
and safety analysis so every number in the final manuscripts
traces to a committed experiment artifact.

Index Terms—vision-language-action models; flow matching;
hierarchical control; deformable object manipulation; control
barrier functions; safety-critical robotics

I. INTRODUCTION

Long-horizon manipulation in the real world is defined by
the states no training set contains. Cables tangle in crossing
topologies that never appeared in the data. Textiles shift under
their own drape between grasps. A hook that was never seen
must still be picked up and used to retrieve an object beyond
reach. These are not edge cases; they are the task.

Two failure modes dominate current approaches. Pure hard-
coded logic (state machines, planners over known objects) fails
because the real world has effectively infinite variance — the
state space of a deformable cable or a draped textile cannot be
enumerated, and contact-rich dynamics are history-dependent.
Pure neural nets — monolithic vision-language-action (VLA)
policies [?], [?], [?], [?] — scale to thousands of tasks yet
lack the strict spatial-temporal anchors that make execution

reliable: they memorize the conditioning distribution and fail
to compose across unseen sub-state combinations.

Our thesis: zero-shot compositional generalization is not
achieved by scaling a single weight matrix; it is achieved
by structuring the problem into a steerable hierarchy with
verified execution. We propose the Steerable VLA Flow-
Matching Hierarchy:

e A semantic level. A 3B+ vision-language model Ay
reads the instruction and current observation and emits a
dense sequence of visual subgoals g1.x, each a predicted
keyframe image xj plus a language step /. The policy
factorizes at the subgoal level: each flow segment is
conditioned on one subgoal, so skills compose rather than
being buried in one forward pass.

¢ A continuous-time action level. A flow-matching expert
[?1, [?], [?] generates action chunks by integrating a
learned velocity field over an ODE path — few-step
sampling that stays smooth at 50 Hz, and a velocity field
that can be analyzed.

o Steerability. The SMC layer lets human corrections,
world-model replans, and constraint setpoints steer the
flow mid-execution through bounded-Lipschitz gates. A
Gronwall-type bound certifies a computable envelope on
trajectory deviation: corrections are continuous in flow
time, so they cannot jerk the robot.

o Verified safety. A CBF-QP filter [?], [?] projects
each commanded action onto the admissible set with a
forward-invariance guarantee, so steerability never trades
away actuator safety.

We specify the full experimental program — three chaotic
benchmarks, the data and subgoal-generation pipeline, base-
lines and ablations, and a pre-registered zero-shot protocol
— so that the manuscripts compiled from this design report
numbers that regenerate from committed artifacts, not from
memory.

II. RELATED WORK

Vision-language-action models. RT-2 [?] and OpenVLA
[?] tokenize actions into a VLM’s output space; Octo [?] trains
a generalist transformer policy on Open X-Embodiment [?]. 7
[?] introduced flow matching over action chunks inside a VLM
backbone, with 7.7 [?] scaling cross-embodiment training.
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We adopt the 7-series parameterization (flow matching in the
VLM decoder) and extend it with explicit subgoal factorization
and mid-execution steerability, which the monolithic variants
lack by construction.

Hierarchical and subgoal-conditioned policies. SayCan
[?] grounds language in affordances but plans at the skill level
without dense visual anchoring; AutoRT [?] orchestrates at
scale with a VLM; UniPi [?] generates video subgoals with
a text-conditioned video model, and VoxPoser [?] composes
value maps from language. Closest to our visual-subgoal
formulation is 7’s own training-time use of action-language
tokens [?]; we make subgoals first-class dense conditioning
with a contrastive alignment objective, and add steerability
that prior hierarchies lack.

Flow matching for actions. Diffusion Policy [?] and ACT
[?] established action-chunking and diffusion over chunks;
flow matching [?], [?] gives few-step, smooth trajectories
and a tractable ODE — the substrate for our steering and
safety analysis. MimicGen [?] showed synthetic data gen-
eration scales robot learning; we use procedural simulation
plus VLM-keyframed and synthesized subgoals to densify the
conditioning distribution, not just the action distribution.

Safety filters. Control barrier functions [?], [?] give
forward-invariance certificates via convex QPs and have been
applied to legged locomotion and drone control; applying
them as a runtime envelope around a learned flow policy —
admitting steering only through the filter — is the composition
we contribute.

III. METHOD
A. Hierarchical decomposition

An observation is oy = (I, . IV qr, G, )
(multi-view RGB-D, proprioception, optional tactile). A lan-
guage instruction is £. The planner produces

gr = (kr, ), 9]

where r, is a keyframe image token (VQ-quantized in a frozen
image-vocabulary) and ¢, a language step. Actions are param-
eterized in a canonical cross-embodiment frame: normalized
end-effector deltas (Apee, At) plus gripper, converted from
joint space by forward kinematics — the mechanism by which
one expert serves many morphologies zero-shot.

gJ1:Kk = A¢(€7 Ot)a

B. Flow matching over action chunks

Let ©1 ~ pgaa be a demonstrated chunk a;..+ g € RH*D

and zo ~ N (0, I). With the interpolation x4 = (1—s)xo+sz1,
conditional flow matching minimizes

LerMm = Egnta(0,1], (wo,a1)~a, ¢ {H’Ue(iﬂs, s,¢) = (z1 — mo)Hja
2)

C. Steerable Multimodal Conditioning (SMC)

Steering signals u; € R% (human corrections, world-model
replans, constraint setpoints) with neutral values u? enter

through a gated adapter on the velocity field:

J
vy (4,5, ¢,u) = v) (24,5, ¢) + Z Nj(zs,8) vp(zs, s, ¢,u5),

j=1
| 3)
with the anchoring constraint v}(-,-, ~,u9-) = 0 (removing
steering recovers the nominal field exactly) and gates A\; =
J(w;'—go(:vs, s)) of bounded Lipschitz constant L.
The no-jerk guarantee. Assume vg)g is L,-Lipschitz in z
and || 3°; Ajvgl| < M. Applying steering over flow-time As,
Gronwall’s inequality yields

Hxs(s) — J:N(S)H < L% (eL“AS — 1) , %)
v

a computable smoothness envelope: the operator bounds a
priori how far a correction may move the trajectory. Jerk
max; || P..(t)]| is bounded by the same quantity divided by
the gate rise time; the bound is verified numerically during
training and reported as a metric.

D. Runtime formal-verification safety envelope

Let the safe set be C = {z : h(z) > 0} for a control
barrier function h encoding joint limits, collision margins, and
contact-force ceilings. With candidate action ucyq from the
(steered) flow, the filter solves the convex QP

u* = argmin 1||u—uemallfy  s-t. h(z)+ah(z) >0, (5)
ueU

where h = L¢h 4+ Lghu and o is an extended class-K
gain. Standard CBF theory [?], [?] gives forward invariance:
h(z(0)) > 0 = h(z(t)) > 0 for all ¢t. The composition
is the point: steerability is admitted only through the filter,
so corrections reshape the trajectory inside the certified tube
and never outside it. The QP solves in microseconds, inside
the 50 Hz loop; we falsify the envelope offline over steering
amplitudes and timings.

E. Training

Training mixes (i) teleoperation episodes segmented at
subgoal boundaries, (ii) procedurally simulated rollouts with
ground-truth boundaries and aggressive domain random-
ization, and (iii) synthetic subgoal conditioning — novel
keyframe images synthesized from language-conditioned mod-
els — so the expert trains on subgoal states it has never
actually reached. A contrastive alignment loss pairs subgoal

with conditioning ¢ = [subgoal latents; observation tokens; steeringkekemsjith achieved-observation chunks, making the levels

fused by cross-attention in the VLM decoder. Inference
integrates &5 = wvg(zs,s,¢) from s = 0 to 1 with 2-10
Euler/Heun steps; the first k& actions execute, then the loop
re-plans.

agree on segment completion. A data flywheel scores deploy-
ment rollouts, curates near-misses, and relabels failures with
the teleoperator as oracle; prior work shows this curation loop,
not model scale, is what compounds [?].



TABLE I
ABLATION DESIGN: EACH COMPONENT IS CLAIMED TO MOVE A SPECIFIC

METRIC.
Variant Claimed effect
Ours (full) best zero-shot success at fixed jerk
— SMC higher intervention rate, higher jerk

— safety filter

— visual subgoals (text only)

— dense subgoals (single keyframe)
— canonical frame (joint space)

safety violations > 0

lower zero-shot success
degrades with horizon

lower cross-morphology transfer

IV. EXPERIMENTAL DESIGN
A. Chaotic benchmark tasks

Task A — Cable untangling. A deformable cable (40-
80cm) in a crossed configuration (2-3 crossings) must reach
a knot-free target. Zero-shot axes: bending modulus x0.4—
2.2, length, crossing topology, friction, and held-out initial-
configuration families. Metrics: untangle success, crossing
reduction, time, max jerk, safety violations.

Task B — Textile folding on shifting fabric. Fold a
fabric piece to a target polyline while the fabric shifts (drape,
aeration, contact), so subgoal images go stale and must be
re-anchored. Zero-shot axes: stiffness/friction material classes,
initial and target fold geometry, grasp visibility. Metrics: fold
IoU > 0.8, grasp success, regrasps, slippage events.

Task C — Adaptive tool use in clutter. Retrieve or lever
with unknown tools (hooks, rakes, levers, scoops) in clut-
tered scenes. Zero-shot axes: tool morphology classes, clutter
density, contact geometry, affordance composition. Metrics:
task success, tool-selection accuracy, interventions per 100
episodes, contact-force violations.

B. Data and evaluation pipeline

Data: 80-120 teleoperation episodes per task (bimanual
rig, multi-view RGB-D); an order of magnitude more pro-
cedurally simulated episodes; synthetic subgoal images; fly-
wheel relabeling of deployment near-misses. Evaluation is pre-
registered: held-out morphologies/materials/tools never appear
in any training source; 3 seeds X fixed start sets; intervention
rate and max jerk are reported as costs so a policy cannot win
by being dangerous.

C. Baselines and ablations

Baselines: RT-2-style (VLM — discretized actions), Dif-
fusion Policy [?], ACT [?], mo-style vanilla flow VLA (no
subgoals, no SMC, no filter), and a hierarchical variant with
text-only subgoals. Table ?? fixes the ablation design; all
numbers are filled by the committed harness and regenerate
from experiment artifacts.

V. MINIATURE STUDY: CABLE UNTANGLING

We instantiate the full hierarchy on a cable-untangling
miniature: a 33-node PBD cable with fixed segment lengths,
localized constraint propagation (tangles persist until the grip-
per resolves them), a point gripper, and a CBF-QP safety filter.
The oracle expert searches crossing endpoints and pulls; the

TABLE II
ZERO-SHOT HELD-OUT RESULTS (MEAN, 3 SEEDS X n = 30).

Variant NI Success  Violations]  Interv.]
BC (flat MLP) 0.000 21.7 1.17
Flow (no subgoals) 0.000 21.2 1.33
Ours — filter 0.000 19.3 1.17
Ours (full) 0.000 0.0 1.33

flow expert is trained on 150 oracle demonstrations; zero-shot
evaluation is on held-out crossing topologies and stiffnesses.

Setup. Training: crossings {2,3}, stiffness x{0.9,1.1}.
Held-out: crossings {4}, stiffness x{0.6,1.5}. Four variants
(BC, Flow flat, Ours — filter, Ours full), 3 seeds, n = 30
episodes per variant-seed.

Results. The study’s strongest finding is safety: the full
system achieves zero workspace violations across all seeds
and episodes, while every variant without the CBF filter
accumulates 19-22 violations (Table ??). This is not marginal;
it is a hard guarantee from the forward-invariance property.

All variants achieve > 0.93 success with oracle assists (~
1.2 interventions). The zero no-intervention success is honest:
at this miniature scale with 150 CPU demos, the policy reduces
crossings substantially but requires one oracle maneuver to
clear the final crossing. The full GPU-scale study (200 epochs
on T4, flywheel compounding) tests whether training scale
unlocks the no-intervention skill.

Data flywheel. Three curation strategies (none, near-miss,
DAgger relabel) are flat, consistent with the zero base skill:
the flywheel needs a nonzero starting point to compound —
itself informative for the full-scale program.

VI. CONCLUSION

Monolithic VLA scaling memorizes; hardcoded logic can-
not cover the variance; the way through is to structure the
problem — dense visual subgoal factorization at the semantic
level, flow matching at the motor level, gated steerability with
a certified smoothness envelope between them, and a CBF
filter that verifies every action at runtime. The miniature study
validates the safety claim (zero violations) and establishes the
baseline that the full-scale program builds on. The components
are claimed to move distinct metrics (SMC — intervention
rate and jerk; the filter — violations; visual/dense subgoals —
zero-shot success and horizon; the canonical frame — cross-
morphology transfer), making the program a clean test of the
thesis.
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