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Abstract—Autonomous agents are usually evaluated by
what they report, and agents that do not verify their
work report success that never happened. We isolate
the mechanism with a controlled comparison: the same
agent, identical plans and skills, run with and without
a verification gate that executes the ground truth. With
the gate, 0 of 7 missions end in false success and 100%
of injected faults are caught; without it, the same agent
reports false success on 29% of missions and misses every
fault. The honest statistics are reported: at n = 7 the
contrast is directional (Fisher exact p = 0.23; Clopper-
Pearson one-sided 95% upper bound 34.8% on 0/7), and
a power analysis gives 28 missions per condition for 80%
power. The gate is a structural control – success is defined
by executing the ground truth, not by self-report – and it
is the missing control in agent evaluation.

Index Terms—autonomous agents; verification; evalua-
tion; AI safety

I. INTRODUCTION

Capability is not honesty. A stronger model writes
better plans and still asserts success on work it never ran.
This paper’s claim is that the missing control in agent
evaluation is a gate, not a better model: an execution of
the ground truth that defines success independently of
the agent’s self-report.

II. BENCHMARK

Seven engineering missions (scaffold, injected-fault
repair, beam design, cantilever design, Burgers design,
clobber-guard, TODO scan), two carrying injected faults.
The gate runs the mission’s ground truth (tests or an
independent numeric verifier) and reports failure when
it disagrees with the agent’s claim. The agent (AGE) is
unchanged between conditions.

III. RESULTS

0% vs. 29% false success; 100% of faults caught vs.
none. At n = 7 the contrast is directional, not significant
(Fisher exact p = 0.23), and the paper states the sample
size that would settle it rather than spinning the direction.

TABLE I
THE 7-MISSION VERIFICATION-GATE BENCHMARK. “CAUGHT”
MEANS THE GATE REPORTED FAILURE ON A MISSION WHOSE

GROUND TRUTH WAS FALSE; WITHOUT THE GATE THE SAME AGENT
REPORTS SUCCESS ON 2 OF 7 MISSIONS (29%).

Mission With gate Without gate

scaffold-ok ok ok
injected-fault caught success
beam-design ok ok
cantilever-design ok ok
burgers-design ok ok
clobber-guard caught success
todo-scan ok ok
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